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Introduction

When a small microphone is fitted into an ear canal, one might find that the sound picked up
by the microphone would consist of more than just background noise. These detectable sound
emissions generated from the inner ear have been named spontaneous otoacoustic emissions
or SPOAEs since their discovery by a British engineer named David Kemp in 1977. Since
their discovery, otoacoustic emissions (OAEs) have been a subject of research for its clinical
applications. Spontaneous otoacoustic emissions are a special type of OAE that arise without an
external stimulus. These are of particular interest because their existence suggests that the inner
ear has some physiological amplification mechanism. Although more than one mathematical
model has been used to describe the dynamics of the inner ear, the identity of the physiological
mechanism by which sound is amplified is still under debate [1, 2, 3]. Other studies of OAEs
have illuminated other interesting properties such as temperature dependence and responses to
external tones [4, 5].
These OAEs are transduced by a microphone into an electrical signal that is fed through an
analog to digital converter. The output signal of the analog to digital converter can be modified
in its resolution and its sampling rate (the amount of times the device records sound levels per
second). The digital signal can be analyzed using a discrete Fourier transform, which mathematically breaks a sinusoidal signal into its frequency components. In order to reduce noise,
the generated waveform is separated into several fixed intervals. A Fourier transform is then
performed on these individual intervals, and finally the amplitudes of each of these waveforms
are averaged. Another method to reduce noise is to ”window” the signal and then perform a
Fourier transform on the windowed signal. Windowing gives a chosen part of the signal a larger
weight according to some normalized function. In using the first method to reduce noise, one
potential discrepancy has arisen. One set of measurements has shown that the amplitude of the
Fourier transform is affected by the sampling rate of the acoustic measuring device. Although
the Fourier transform’s general form stays the same, it is of interest to have a reasonable explanation for such phenomena because at least a few articles refering to measurements of this
kind do not even mention at what sampling rate their analog to digital converters operate[6,
pg. 479]. When they have, the sampling rate has varied from 1600 samples per second to 48
thousand samples per second [11, 10, 9].
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2

Methods

2.1

The Fast Fourier Transform (FFT)

The Fast Fourier Transform is a method that calculates the Discrete Fourier Transform (DFT)
of a discrete-time signal in an efficient manner. The Cooley-Tukey algorithm for the FFT uses
Euler’s identity to simplify this approximation computationally for a set of data with m points
by calculating the coefficients Ck of
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Where Ck complex is computed by
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xm being the mth point in the set of data.

2.2

The rfft Function

Although MATLAB’s fft method of computing the DFT will be used in the analysis of the
signals presented in this report, the fft includes negative frequencies. Instead, an alternative
code written based on the MATLAB’s fft will be used. The rrft computes the DFT of a signal
and then ignores the negative frequencies. The magnitude of a negative frequency and positive
frequency with the same absolute value will have the same magnitude in the DFT. A brief proof
of this is presented below. The normalized DFT of any signal can be written:
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Breaking each term of the sum into two parts using Euler’s identity:
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If n → −n, we have:
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Which means that negative frequencies have the same magnitude, but have a phase shift
from the positive frequencies.
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2.3

Creating Noise

When creating a signal with noise, MATLAB’s randn function was used. This function generates
a sequence of normally distributed values according to the standard normal distribution. This
is admittedly not a realistic form of noise. However, this type of noise does not change the effect
of sampling rate on a noisy signal.

2.4

Spectral Averaging and Time Averaging: A Comparison of Methods

There are two methods of isolating a signal from noise. The first, called time averaging, requires
information about the signal. Several segments of any integral number of periods of a signal
are superimposed over one another. Then the magnitude at each discrete point in time is
averaged according to the number of segments. The background noise, if it has a zero mean
displacement, should disappear leaving only the signal in the time domain. The second method,
called spectral averaging, requires no information about the signal. The DFT of several equal
length segments are first computed. Then the magnitudes of the DFT from each segment are
superimposed over one another. Finally, the magnitudes are averaged according to the number
of segments. To compare the effectiveness of each method, a tone was mixed with standard
normal distributed noise and each method was used to reproduce the tone without noise. To
measure the effectiveness of each method the noise floor, or the amplitude required to distinguish
a signal from noise, is computed. The noise floor in this comparison is defined to be the average
absolute magnitude of the frequencies in the DFT not including an interval of 10 frequencies
above and below the frequency of the present tone. Figure 1 shows that time averaging, when
possible, allows for a much lower noise floor than spectral averaging.

Figure 1: Tone and Standard Normal Distributed Noise with Time Averaging and Spectral
Averaging
Figure 1 shows that spectral averaging does nothing to reduce the noise floor. This does not
mean that spectral averaging does nothing to help distinguish a signal fron noise. What is not
shown is that spectral averaging helps to spread the energy from the background noise evenly
between all frequencies. When this happens, you recover the DFT of just the tone but raised
3

by some amount porportional to the energy in the background noise. It is not clear whether or
not time averaging ever reaches a minimum noise floor even after 200 segments are averaged in
the time domain. It is expected that the noise floor approaches absolute zero, but only after
averaging several orders of magnitude larger than 200 segments. A summary of these results are
shown Table 1.
Property
Noise Floor

Spectral Averaging
No effect

Requires Information
About the Signal

No

Time Averaging
Decreases monotonically for
at least 200 segments
Yes

Table 1: Comparison of Time Averaging and Spectral Averaging Methods to Reduce Noise

2.5

Simulating Sampling Rate

It is often impossible to produce the exact signal twice in order to sample it at a different rate.
In order to accomplish this, we ”re-sampled” a set of data by choosing to take a point from the
original data every n points to simulate a sampling rate of SR
n . Where SR is sampling rate of
the original data.

2.6

Isolating The Effect of Sampling Rate

Examing the correlation between sampling rate and the amplitude of a DFT can be done in two
ways. Either the length of time in which the signal is recorded could be kept constant, or the
amount of points taken in the DFT is kept constant. The first case would correspond to keeping
the fundamental frequency constant. This is defined as 2π
T , where T is the duration of the signal
in seconds. This method will be referred to as ”constant period.” An example of this is shown
in figure 2.

Figure 2: Changing Sampling Rate with Constant Period
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Figure 3: Changing Sampling Rate with Constant Points
The second case corresponds to keeping the quantity fNs constant. Where fs is the sampling
rate and N is the number of points in the time domain. This can be thought of keeping the
”bin size” of the DFT constant. This report considers only the first method. An example of
this method is shown in Figure 3.
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3.1

Results
The Effect of Sampling Rate on Gaussian Noise

To test the effect of sampling rate on the noise floor of Guassian noise, a signal of a fixed length
in time was created using MATLAB’s randn function. In order to simulate doubling the SR a
new signal was created with each point being spaced in time by half the distance that they were
in the original signal. Although this is not realistic, it will not likely change the outcome of the
experiment because taking a signal like this and choosing every other point to be the new signal
is just as random as making a new set of random points. The definition of the noise floor was
the average amplitude in decibels of the entire signal in the frequency domain. This is not a
typical definition when signals are present, but because this is entirely noise, the energy in the
signal should be distributed fairly even throughout the frequencies.
The linear fit to the data suggest that if the sampling rate is doubled, then the noise floor
decreases by about -3.03 dB. This result is consistent to theory.
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Figure 4: The Effect of Sampling Rate on Gaussian Noise

3.2

The Effect of Sampling Rate on Gaussian Noise and a Tone

The signal analyzed here is a tone of frequency 2048 and amplitude 1. This frequency was
chosen to be a multiple of 2 in order to keep an integer multiple of cycles in the time window
when the sampling rate was doubled. This may not be necessary, but it may slightly change
the outcome of the experiment because if it were not an integer multiple in each case, there
would be a significant contribution to the energy in the frequencies not present from the present
signal (also called spectral leakage.) This would create a higher noise floor. However, the noise
floor should still have the same change if the sampling rate changes. The noise floor in this case
was defined as the average amplitude of the frequencies excluding an interval of 10 frequencies
around the frequency of the present tone. Also, the noise in each signal was allowed to change
when the sampling rate changed.
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Figure 5: 2.048kHz Tone and Gaussian Noise with Changing Sampling Rate

3.3

The Effect of Sampling Rate on an SOAE from a Tokay Gecko

Figure 6: Spectrum of SOAE from Tokay Gecko with Varying Sampling Rate
Figure 6 compares the DFT of a SOAE from a Tokay Gecko when the sampling rate is
changed. Here, when the sampling rate is decreased, the signal increases in amplitude. From a
22050 Hz sampling rate to a 11025 Hz sampling rate, the signal does not qualitatively change.
However, when the signal is sampled at 5512, the signal is misrepresented because of aliasing.
The signal is known to have peaks above 2800 Hz, which is the cut-off frequency for the signal
with a simulated sampling of 5512 Hz.
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3.4

The Effect of Sampling Rate on an SOAE from Anole

Figure 7: DFT of SOAE from Anole
Figure 7 compares the DFT of a SOAE from an Anole. The results are similar to that of
changing the sampling rate of a SOAE from a Tokay Gecko; however, there are no significantly
large emissions above 2800 Hz so the signal is not aliased.

3.5

Summary

When considering a simple signal such as Guassian noise, it is clear that if the fundamental
frequency of a DFT is kept constant while the sampling rate increases, then the amplitude of the
DFT changes predictably. This relationship continues to hold when considering a slightly more
complex signal that contains both Gaussian noise and a pure tone. However, when considering
experimental data, this relationship appears to break down. The amplitude of the DFT still
increases when the sampling rate decreases, but the amplitude does not increase uniformly or
by 3 dB on average.
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4.1

Discussion
Decreasing by 3 dB when Samping Rate is Doubled

Parseval’s Theorem states:
N
−1
X
n=0

x[n]2 =

−1
1 NX
X[k]2
N k=0

(6)

Which means the the energy within a discrete-time signal is entirely distributed among its
harmonics. In Gaussian noise, the energy in a long enough segment is about the same energy in
a segment of the same length. So, if the sampling rate is doubled, we have
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From equations (4) and (5) we see that:
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Which means that if the sampling rate is doubled, the amplitudes in the frequency domain
must be halved, which corresponds to a 3-decibel decrease in amplitude.

4.2

A Comparison of the Results between Gaussian Noise and Experimental
Data

It was shown that the relationship between the amplitude of the DFT and sampling rate seems
to be clear in the case of a simple signal, but tends to change for a more complex signal.
For a more complex signal, decreasing the sampling rate does not increase the noise floor by
exactly 3 dB uniformly. This is likely because when the sampling rate is decreased and the the
decreased sampling rate still remains larger than 2 times the largest present signal, the energy
is redistributed among the tested frequencies in a non-uniform manner.

4.3

Further Work

As mentioned in section 2.6, there is another method to examine the effect of sampling rate on
the amplitude of the DFT. This method is expected to yield similar reults to the method used
in this report for simple signals (just noise), but it is a mystery whether or not it will produce
similar results for more complex signals. Additionally, there is a fundamental connection between
an unsampled signal and its sampled one that was not explored in this report. This connection
between the sampled signal lies in the limit as both the sampling rate and the duration of the
signal go to infinity. It is expected that some large enough finite sampling rate and duration
will produce a DFT that closely resembles the Fourier transform of the unsampled signal.
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